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Abstract
Background. Generative artificial intelligence in education has been framed in two ways that distort the pedagogical question at stake. One framing treats AI as salvation through personalization, access, and efficiency. The other treats AI as threat through cheating, deskilling, and displacement. Both framings assume that AI acts and the student receives. This assumption ignores the decisive question: what metacognitive work must remain with the learner, and how do we design systems that protect it? Purpose. We propose a design principle we call non-displacing AI and operationalize it through three tests and a named construct, metacognitive scaffolding zones. Approach. We synthesize Cortés's account of the societal curriculum with Martin's (2022) Sinclair-adapted framework for equity-centered technology adoption and 2024 to 2026 empirical work on cognitive offloading, self-regulated learning, and generative AI in classrooms. Contributions. The paper offers three perspectives. First, a refusal-prompt-exit test battery that designers and teachers can apply to any AI-mediated task. Second, a three-zone typology (amplify, scaffold, refuse) that maps learning tasks to the kind of AI participation that protects learner cognition. Third, a multicultural education argument that displacement pressure falls hardest on learners already underserved by the factory-model school, and that design, not policy alone, is where the protection must be built. Implications. We close with a five-move practitioner playbook and an introspective limitations section. The work is conceptual and design-oriented; empirical validation is a next step, not a finished one.
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1. Introduction
A tenth grader opens her laptop to begin a history inquiry project on the Chicano Movement. Her prompt arrives in the AI chat window before she has opened a single primary source: write me a thesis on the impact of the Chicano Movement. The system obliges. Fourteen seconds later she has a five-sentence paragraph arranged around three argumentative claims, each plausible, each traceable to a public secondary source, and each worded in a voice that is not hers. She pastes the paragraph into her document, reads it once, and moves on. The assignment will be turned in on time. Her teacher will read it. A grade will be entered. Something will also have happened that no gradebook captures. The student did not formulate a question. She did not sit with uncertainty. She did not notice which claims she believed and which she did not. She did not argue with herself. The inquiry occurred, but she was not part of it.
Public conversation about generative AI in K-12 and higher education has settled into two framings. The first is salvation: AI will personalize instruction, close achievement gaps, free teachers from drudgery, and scale one-to-one tutoring to every learner on earth (Khan, 2024; Kasneci et al., 2023). The second is threat: AI will hollow out student writing, automate cheating, deskill teachers, and train a generation to outsource thought (Gerlich, 2025; Lee et al., 2025). These two framings argue with each other loudly. They also agree on something quietly. Both assume that AI is the agent and the learner is the object of its action. Both ask what AI will do to or for students. Neither asks the question that pedagogy has always asked: what work must the learner do for learning to happen, and what is our obligation to protect that work?
Our thesis is that the correct question is not what AI can do for students, but what metacognitive work must remain human and how can we design systems that refuse to displace it. We argue this across three perspectives. First, we propose a design principle called non-displacing AI and operationalize it through three tests a teacher, student, or designer can apply in a classroom or a code review. Second, we introduce a named construct called metacognitive scaffolding zones, which sorts learning tasks into zones of amplification, scaffolding, and refusal. Third, we ground the argument in multicultural education. Displacement pressure does not fall evenly. It bears down hardest on learners the factory-model school has already trained to offload judgment (Martin, 2022). A design stance that ignores this inheritance will reproduce it.
We take our theoretical cues from three sources. From Cortés (2000, 2002) we take the premise that informal non-school teachers are always present in a learner's life and that their lessons accumulate whether or not the formal curriculum notices. Generative AI is the newest and fastest of those informal teachers. From Martin (2022), building on Sinclair (1998), we take the question of who imagines, produces, employs, and experiences a new technology, and whose interests each phase serves. From the metacognition literature (Flavell, 1979; Zimmerman, 2002; Markauskaite et al., 2022; Fütterer et al., 2026) we take the working definition of the cognitive monitoring and self-regulation that school exists to develop. Our argument braids these strands. We close with a practitioner playbook, a set of limitations we are not hiding behind, and a conclusion that returns to the tenth grader at her laptop.

       2. Background: The Displacement Worry in Its Sharpest Form
Cognitive offloading is not new and not inherently harmful. Humans have offloaded memory to writing since writing existed, arithmetic to calculators for a century, spelling to autocorrect for a generation, and wayfinding to GPS for two decades (Risko & Gilbert, 2016). Each offload trade is a negotiation. Something is gained in speed, reach, or working memory. Something is put at risk. The literature on transactive memory and distributed cognition treats these trades as ordinary (Sparrow et al., 2011; Storm et al., 2017). The pedagogical worry begins where the trade becomes invisible to the learner and where the capability that is traded away is the one the learning task exists to build.
Beginning in the early 2020’s, there have been empirical efforts to map the contours of AI-mediated learning. Gerlich (2025) reports negative correlations between AI tool use and critical thinking performance across a large adult sample, with the effect mediated by self-reported cognitive offloading. A Microsoft Research and Carnegie Mellon team surveyed 319 knowledge workers on their use of generative AI at work and found that higher confidence in the AI tool predicted lower engagement of critical thinking, while higher confidence in one's own expertise predicted the reverse (Lee et al., 2025). These studies do not make a simple case that AI causes cognitive decline.  Rather they suggest a more complex process emerging from the process of trust, both toward the tool and toward the user. 
In educational settings the findings reveal comparable processes. Yan et al. (2023) reviewed 118 studies on large language models in education and reported mixed outcomes on performance, but with a consistent pattern of reduced effort and reduced use of self-regulation strategies when AI assistance is available by default. Markauskaite et al. (2022) argue that hybrid human-AI learning requires a reconceptualization of learner capabilities because the monitoring and evaluation phases of self-regulation are precisely where AI tools intervene most aggressively. Fütterer et al. (2026) show that generative AI can support self-regulated learning when the support is explicitly structured rather than left in a default-helpful mode. Kasneci et al. (2023) raised the early warning that the same tools that scale tutoring also scale shortcut paths that undermine the cognitive work this tutoring was invented to assist.
We need to distinguish and clarify three concepts that the public conversation tends to collapse. Offloading is the neutral transfer of a cognitive task to an external aid. Augmentation is the case where the aid allows the learner to reach a level of performance unavailable without it, while the learner remains the locus of judgment. Displacement is the harmful case where the aid takes over a task the learner needed to do in order to develop. A calculator offloads arithmetic. A spreadsheet augments financial reasoning for an analyst who understands the underlying model. A generative AI that writes a student's thesis statement displaces the act of thesis formation, which is the very work pursued by the assignment.
These concepts intersect with the pursuit of equity.  For the past four decades the digital divide has been framed as a problem of access, then of skills, then of meaningful use (van Dijk, 2020). Each reframing expanded the scope of concern. A generative AI era requires yet another reframing. The divide that matters now is metacognitive. If wealthy schools deploy AI as augmentation while under-resourced schools deploy it as displacement, we will have produced a capability gap that may look like personal choice yet functions to increase structural inequity. 
Martin (2022) argued that the factory-model school already offloads judgment from marginalized students through tracking, standardized testing, and deficit-oriented pedagogy. An AI layer on top of that inheritance has the potential to augment patterns of inequity unless the pedagogy is designed to thwart this augmentation. UNESCO (2024, 2025) has signaled the same concern from the policy side, noting that equity effects of generative AI are shaped more by its deployment than by the technology itself.
We also note that displacement is not symmetric. Students who have already formed strong self-regulation strategies can use a generative tool without weakening their personal capacities, because the tool does not get the chance to replace or undermine the internal strengths (Zimmerman, 2002; Markauskaite et al., 2022; Fütterer et al., 2026). In contrast, students who are still building those capacities are more likely to experience the weakening of those personal dimensions.   This asymmetry contributes to inequity, which is our concern.
A further layer of the displacement worry involvess automation bias, the well-documented tendency of human decision-makers to over-trust automated outputs relative to their own judgment (Goddard et al., 2012; Bansal et al., 2021). Automation bias does not appear neutrally in classrooms. Students whose educational history has already taught them that their own answers are less valuable than the authoritative answer carry that predisposition toward the machine's output. Teachers working in schools where compliance culture dominates at the expense of inquiry culture may also be infected by this predisposition. A tool that presents fluent, confident output builds on those priors and amplifies them. The result is a learning environment in which the default behavior is deference to the system, precisely the disposition multicultural education has spent decades trying to challenge (Cortés, 2025; Freire, 1970/2000).
Recent qualitative work adds texture to this structural concern. Yan and colleagues (2024) report classroom observations in which students who initially engaged generative tools with skepticism shifted within weeks toward routine acceptance of tool outputs as starting points, even when those outputs contained errors the students were capable of catching. The shift is best understood not as cognitive decline but as a predictable response to a system that rewards fluent output on tight deadlines. The students are behaving rationally inside the incentive structure the tool and the classroom jointly produce. Changing the behavior requires changing the incentive structure, which is a design question before it is a student question.
      3. Conceptual Framework
The societal curriculum as informal teacher. We build our argument on three anchors.  The first is Cortés's social curriculum framework, which posits that formal schooling is not the only curriculum shaping learners (Cortés, 2000, 2002). Media, family, peer networks, and civic institutions teach continuously, and their lessons accumulate even when the formal school ignores them or pretends otherwise. The concept of the societal curriculum reframes every informal teacher as a pedagogical actor. Generative AI, accessible through a phone, a laptop, or a school-issued tablet, is now among the fastest and most pervasive of those informal teachers. A student in 2026 arriving in a high school classroom has likely exchanged more words with a large language model over the past month than with any individual human teacher. Taking Cortés's frame seriously means treating the AI system as a powerful part of the societal curriculum whether or not individual schools have adopted it.
The Sinclair framework and its Martin adaptation. Sinclair (1998) proposed that new technologies are best understood across four phases: how they are imagined, produced, employed, and experienced. Marginalized communities are typically absent from the first three phases and present only as subjects in the fourth, where the consequences of design decisions land on them. Martin (2022) adapted this framework for K-12 educational technology and applied it through a Critical Race Theory lens (Crenshaw, 1989; Ladson-Billings & Tate, 1995). The adapted framework asks a series of basic questions regarding any technology entering a school: who imagined it, whose capacity is built to produce it, who controls its deployment, and who experiences its effects. For generative AI the answers are uneven in predictable ways. Foundational AI models are imagined and produced by a small number of firms whose workforces do not reflect the demographics of the classrooms the tools will enter (Birhane, 2021). Deployment decisions are made at the district and vendor level, often without teacher or family input. The experience phase is where the tool meets the learner, and it is the phase that diversity-related  scholarship has been warning about for decades (Cortés, 2000; Martin, 2022).
Metacognition as the protected asset. Flavell (1979) introduced metacognition as the awareness and regulation of one's own thinking. Zimmerman (2002) extended the concept into a model of self-regulated learning with three cyclical phases: forethought, performance, and self-reflection. Recent work situates this model explicitly within AI-mediated classrooms. Markauskaite et al. (2022) argue that hybrid human-AI learning reconfigures learner capabilities. Järvelä et al. (2023) extend the discussion to socially shared regulation in group work mediated by AI. Across this literature a consensus is emerging. Metacognition is not an abstract educational goal. Rather it is a cognitive set on which learning relies.  Critically, it is the cognitive strength most vulnerable to displacement by a fluent generative tool.
A fourth strand deserves brief mention. The pedagogical tradition that most directly anticipates our argument is Freire's (1970/2000) distinction between banking and problem-posing education. The banking model treats the learner as an empty account into which knowledge is deposited. In contrast, the problem-posing model treats the learner as a co-investigator of the world. Generative AI, unconfigured, defaults to a banking posture: the system deposits fluent content into the student's document, and the student's role is to accept the deposit. A non-displacing design stance is, in Freirean terms, a structural insistence that the tool behave as a co-investigator rather than a depositor. Cortés's (2000) account of media as informal teacher anticipates this problem at scale; Ladson-Billings and Tate (1995) locate it inside the institutional racism of schooling; Martin (2022) operationalizes it for contemporary district leaders. The consistency of the concern across these literatures is itself evidence that the problem is not peculiar to AI. AI is the latest, fastest instantiation of a pattern that already exists.
The braid is tight. Cortés examines the relentless process in which informal teachers are always teaching. Sinclair and Martin focus on whose interests each phase of a technology serves. Metacognition literature identifies what specifically gets displaced when the teaching goes wrong. Freire and Ladson-Billings and Tate point out why the stakes are political as well as cognitive. Our design principle follows from this braid.
                             (CEC stopped editing on May 18, 2026)
4. A Non-Displacing AI Design Principle
We state the principle plainly. A non-displacing AI in an educational context is a system designed to decline, defer, or restructure any interaction that would substitute for metacognitive work the learner needs to do for the task to count as learning. The principle is operational rather than aspirational. It converts a pedagogical intuition into a set of design rules that can be coded, tested, and audited.
Three tests make the principle usable. We present each with a plain description, a classroom example, and a characteristic failure mode.
Test 1: The refusal test. Does the system refuse tasks that would displace a student's metacognitive work in the current context? Refusal is the hardest test and the most important. A non-displacing system must recognize, through task metadata or explicit configuration, that certain requests are the learning. It must decline them. The test is not whether the system can do the task. The test is whether the system understands that doing the task is a boundary violation.
Example. A seventh-grade language-arts platform is configured so that during a persuasive-writing unit, requests of the form write me a thesis statement return a structured reasoning scaffold instead of a thesis. The scaffold asks the student to name the audience, state the claim in her own words, and identify one reason and one objection. Only after the student has produced these three elements does the system offer to help refine them.
Failure mode. A system that refuses only on the basis of surface-level prompt matching can be trivially bypassed. If the student rewrites the request as draft a thesis so I can see an example, the refusal collapses. Refusal must be grounded in task context, not keyword filtering.
Test 2: The prompt test. Does the system make the student's own thinking visible to the student before the system answers? A non-displacing system inserts a metacognitive pause between request and response. The pause is not a delay for its own sake. It is an elicitation that forces the student to externalize what she already thinks before any external content reaches her eyes.
Example. An AI-assisted research tutor, upon receiving the question what caused World War I, responds first with three sub-questions that ask the student to name what she already knows, what she is unsure about, and what kind of answer she is looking for. The response to the original question then arrives structured in a way that addresses the student's stated gaps rather than a generic summary.
Failure mode. The pause is performative if the student has learned to click past it. Design must ensure that the student's own input meaningfully shapes what comes next, so that skipping the step produces a worse interaction rather than a faster one.
Test 3: The exit test. Does the student leave the interaction better at the task without AI than she started? The test is longitudinal. A non-displacing system is one whose use over time correlates with rising unaided performance on the same task type. The exit test is the hardest to measure but the clearest north-star. Every design decision should be evaluated against it.
Example. A district adopts an AI writing assistant and commits to quarterly unaided writing samples across grade levels. Growth on the unaided samples is the primary outcome measure. Growth on assisted samples is secondary.
Failure mode. Systems optimized on assisted performance alone can appear to produce dramatic gains that vanish the moment the tool is removed. The exit test protects against that illusion.
Figure 1 presents the three tests as a decision gate applied to each AI-mediated interaction. The refusal test runs first, the prompt test second, the exit test last as a standing evaluative loop.
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Figure 1. Three-test decision gate for non-displacing AI. A bounded system runs the refusal test first, the prompt test second, and the exit test as a standing evaluative loop. Failure at any gate is a design signal rather than a feature.
5. Metacognitive Scaffolding Zones
The three tests answer the question how does a non-displacing system behave. The zones answer the question on what tasks. We name the construct metacognitive scaffolding zones and define three.
The amplify zone. Low-stakes, high-repetition tasks where AI reduces friction without displacing judgment. Grammar checking, formatting, spelling, citation formatting, and the mechanics of typing sit here. The amplification is safe because the task is not the learning. The task is a surface on which the learning shows.
The scaffold zone. Medium-stakes tasks where AI may participate only when it makes the student's reasoning visible. Drafting support, brainstorming, feedback on argument structure, and first-pass organization of notes belong here. Participation in this zone is conditional. The system may offer ideas only after eliciting the student's own. It may critique only after asking what the student intends. The scaffold zone is where the three tests from Section 4 do most of their work.
The refuse zone. Tasks the student must do for learning to happen. Thesis formation, ethical judgment, creative authorship, identity claims, and evaluation of one's own argument live here. The refuse zone is not a permission setting. It is a design commitment. A system that enters this zone has failed, regardless of how helpful the entry felt.
The zones are not fixed by task name. A task that belongs in the refuse zone for a seventh grader learning to form a thesis may belong in the scaffold zone for a graduate student revising a dissertation chapter and in the amplify zone for a practicing scholar polishing a journal submission. Zone assignment is a pedagogical judgment about where the learner is in the arc of a skill. That judgment must be made somewhere. We argue it should be made explicitly and encoded in the system, rather than left to the default behavior of a commercial tool whose incentives point toward maximum helpfulness.
Figure 2 presents the zones as concentric regions with the refuse zone at the center. The figure should be read inside-out: the refuse zone is the protected core; the scaffold zone surrounds it with conditional participation; the amplify zone is the outer ring where AI freely reduces friction.
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Figure 2. Metacognitive scaffolding zones. The zones protect an inner core of metacognitive work while permitting AI participation in outer layers. Zone boundaries shift with learner development, task design, and the pedagogical goal.
Table 1 applies the zones to a set of common ed-tech categories and named tools as of 2026. We treat the table as illustrative, not evaluative. A tool can operate in any zone depending on its configuration and its default prompt behavior. The table points to the default posture a teacher or designer is likely to encounter.
Table 1. Metacognitive scaffolding zones applied to common ed-tech categories.
| Tool category | Example deployment | Default zone | Design move to shift inward | |---|---|---|---| | Grammar and spelling assistant | Grammarly, built-in word processor checks | Amplify | Leave as is | | Citation formatter | Zotero, EasyBib | Amplify | Leave as is | | Drafting assistant | Generic chat-based drafting with no elicitation | Enters refuse zone by default | Add refusal prompt for thesis-formation requests; require student-produced scaffold elements first | | Research tutor or Q&A bot | Khanmigo, class-level RAG systems | Scaffold if elicitation is enforced | Ensure Socratic dialogue mode is the default, not optional | | Writing coach with feedback | AI-powered rubric commenters | Scaffold | Require student self-assessment before AI feedback is displayed | | Auto-summarizer on assigned reading | Browser extensions, study apps | Refuse zone for reading-comprehension assignments | Disable during assigned reading contexts; allow as post-read checker only | | Image or creative generator | Text-to-image tools for assignments on authorship | Refuse zone for identity and authorship tasks | Block for identity assignments; permit for illustrative support tasks with disclosure |
We apply the zones to one concrete case from our own work. The Dr. Cortés Interactive chatbot and timeline (Martin & Martin, in press) was built to let learners explore the scholarship of a specific multicultural-education theorist. The system is bound by a guardrail we now recognize as a refuse-zone commitment: it declines to answer questions that would displace the learner's interpretive work on the multicultural-education content itself. A student who asks tell me what Cortés believes about X is redirected toward the relevant primary source and a question that surfaces her own reading. The refusal is a design stance. It treats the interpretive labor of engaging a scholar's work as part of the learning, not as friction to be removed.
Two features of this deployment are worth drawing out because they generalize. First, the refusal is source-grounded rather than category-grounded. The system does not refuse all interpretive questions; it refuses to supply interpretations that would displace the student's own reading of a primary source she has been asked to read. When a student arrives having already completed a reading and formed a tentative interpretation, the system engages with her interpretation rather than supplying an alternative. The zone assignment is pedagogically contextual, not a blanket rule. Second, the refusal is made visible. When the system declines, it tells the student what it is doing and why. The student learns, across repeated interactions, to recognize the zone she is in. That recognition is itself a metacognitive outcome. It teaches the student to notice when a request belongs to her and when it does not, which is one of the transferable habits a school might hope to develop (Flavell, 1979; Zimmerman, 2002).
The zones also clarify a debate that has been circulating through K-12 leadership since late 2023. Districts have pursued three broad postures toward generative AI in student work: a prohibition posture, a permission posture, and a detection posture. Each posture assumes that the question is whether the student used the tool. The zones reframe the question. Use is not the pedagogical variable. The pedagogical variable is which part of the task the tool performed. A prohibition posture is correct in the refuse zone and wasteful in the amplify zone. A permission posture is appropriate in the amplify zone and dangerous in the refuse zone. A detection posture attempts to observe after the fact what the zones aim to prevent at the point of interaction. We argue that the zones offer a more coherent frame than any of the three dominant postures alone, because they direct institutional attention to the design of the interaction rather than the post hoc surveillance of the student.
6. Multicultural-Education Stakes
Displacement does not fall evenly. We said this in the introduction. This section is where we explain why.
The factory-model school already systematically offloads judgment from marginalized students. Martin (2022) documents the historical arc from the 1893 Committee of Ten forward, through vocational tracking, eugenic testing, and the accountability era, showing how each structural layer reduced the cognitive autonomy available to Black, Latinx, and low-income learners relative to their peers. Ladson-Billings and Tate (1995) made the structural argument under the banner of CRT in education two decades earlier. Freire (1970/2000) described the pattern, at a different level of abstraction, as the banking model. The claim that connects these literatures is that the absence of cognitive autonomy is not a side effect of the factory school. It is a feature.
Generative AI arriving on top of that inheritance does three things worth naming.
First, it layers a new offloading surface on an existing one. Students who have already been taught that their own thinking is less valuable than a correct-sounding answer now have a fluent, on-demand supplier of correct-sounding answers. The default interaction is displacement. The teacher who wants augmentation has to build it against the grain of both the tool and the school.
Second, it stylizes language in ways that encode cultural preference as correctness. Writing assistants trained on standardized corpora flag African American English constructions as errors and propose revisions toward a standardized English register (Hovy & Spruit, 2016; Blodgett et al., 2020; Bender et al., 2021). A student who accepts the revisions learns, at a subsymbolic level, that her own linguistic inheritance is noise to be cleaned. The offloading is not only cognitive. It is cultural.
Third, it optimizes for outcomes the accountability era chose and that multicultural-education scholarship has been pushing back against for fifty years. Recommendation systems inside AI tutors track students toward the tasks the system can score, which tend to be the tasks that resemble standardized test items. Students already tracked into low-inquiry curricula experience another round of the same sorting, administered more efficiently (Benjamin, 2019; Noble, 2018). Cortés (2019, 2025) has pressed the point that diversity work which reduces to compliance without pivoting toward action produces the appearance of progress without the substance. The design stance we recommend is a response to the same pattern at the level of the tool.
The response must be positive, not only defensive. Cortés (2013) treated the encyclopedia of multicultural America as a repository for the full complexity of the country's pluralism. Dr. Marie Martin's dissertation treated IBL as a new technology that, if designed and deployed through an equity lens, could expand cognitive autonomy for students the factory school has historically constrained. A non-displacing AI belongs in that tradition. Its refuse zone exists not to withhold tools from learners but to protect the interior space where their own judgment grows. Its scaffold zone exists to make that judgment visible to them. Its amplify zone exists to take the friction off the surface so that the interior work can proceed.
A brief historical parallel clarifies the argument. When calculators entered K-12 mathematics, the profession did not arrive at a single posture. Over three decades a rough consensus emerged: calculators are welcome for computation in contexts where computation is not the learning, and they are excluded from contexts where number sense, estimation, or procedural fluency is the target. The consensus was not perfect and it arrived slowly, but the pedagogical community eventually produced curricular guidance that distinguished the tool-appropriate from the tool-inappropriate task. Generative AI is a harder case, because its surface area is wider and its outputs are more fluent. The pedagogical community does not have thirty years to converge. The zones are our proposal for how to compress that convergence into a framework districts and designers can use now.
A second parallel runs through the history of special education. The individualized education program requires that accommodations protect access without substituting for the learning goal. A calculator is an accommodation for a student with a specific processing difference on a task where the difference is not the target. The accommodation is appropriate because it preserves the learner's engagement with the target skill. A non-displacing AI operates on the same logic, scaled to the general classroom. The system accommodates surface friction and preserves engagement with the target skill. What changes in the AI case is that the target skill is cognitive autonomy itself, which means the accommodation must be designed to protect, not only to support.
Three practical examples make the stakes concrete.
Writing assistants that correct African American English. The design move is to add an elicitation step. Before any correction is applied, the system asks the student whether the flagged construction is intentional, and if the intention is audience-aware code-switching, no correction is suggested. The student's authorial judgment is made visible and protected.
Tutoring systems that optimize for test scores over inquiry. The design move is to add unaided inquiry performance to the primary outcome dashboard. If the tool cannot show that students become better inquirers when the tool is removed, the district does not adopt it.
Recommendation systems that track students into the offloading zone. The design move is to require the tool to expose its zone assignments to teachers and families. A recommendation that moves a student from the scaffold zone to the amplify zone on a thesis-formation task is a demotion that should be visible and reversible.
7. Practitioner Playbook
A paper that lands at a design principle and a typology owes practitioners a set of moves they can run tomorrow. We offer five.
Move 1: Declare refuse zones publicly. Every course should state, in syllabus language, which tasks belong to the learner and which are permitted to involve AI participation. Students need to know that the refuse zone exists and why. Families need to know that the school has a position. A public declaration converts an implicit norm into an explicit contract.
Move 2: Teach the three tests as student-facing heuristics. Students can learn to ask the three questions about their own interactions with AI tools. Is this a task I am supposed to do myself? Am I externalizing my own thinking before I look at the system's response? Am I getting better at this without the tool over time? Teaching the tests as heuristics turns students into co-designers of their own non-displacing practice.
Move 3: Audit tools against the zones. Every ed-tech procurement decision should include a zone audit. What is the tool's default posture? Which zone does it enter without configuration? What configuration is required to pull it toward the scaffold zone or hold it in the amplify zone? The audit is straightforward and can be conducted by any teacher or instructional coach with a few hours of structured use.
Move 4: Build refusal into institutional AI system prompts. District and university AI deployments, including custom chatbots built on top of commercial APIs, should include refusal behavior in their system prompts. The refusal is not a blanket block. It is a context-sensitive redirect that invites the learner to produce her own scaffold elements before the system responds. Writing this behavior into the system prompt is a one-time design act with long-term protective effect.
Move 5: Treat metacognitive development as the north-star outcome. District goals, course objectives, and tool evaluation criteria should foreground unaided metacognitive performance rather than assisted task performance. This is a reorientation, not a rejection. Assisted performance remains a useful secondary metric. It is not the outcome the school exists to produce.
A district that adopts these five moves has not solved the displacement problem. It has created the conditions under which the problem can be seen, discussed, and worked on. That is what a playbook is for.
Two implementation notes deserve particular attention. Teachers are not a residual category in this playbook; they are its principal operators. Any district that adopts a non-displacing posture without building teacher capacity to recognize the zones, design tasks against them, and coach students through the three tests will find that the posture collapses into another compliance exercise. Professional development aligned to the zones is therefore part of the implementation, not an optional appendix. Martin (2022) documents what this kind of capacity-building looks like at scale: sustained professional learning communities, leadership from the middle, equity visits that center student voice, and assessment frameworks that treat test scores as one signal among several. The playbook we offer inherits those commitments.
Families are the second group whose role must be made explicit. A district that declares refuse zones without communicating the declaration to parents and caregivers will find that home use of AI tools reproduces the displacement the school worked to prevent. Family communication is a design partner, not an afterthought. The Cortés (2025) emphasis on inclusivity and transparency in implementation applies directly: community stakeholders must be informed, invited to respond, and trusted with the reasoning behind the design posture.
8. Limitations and Open Questions
We name four limitations plainly.
The zones are proposed, not empirically validated. We have offered a typology and an argument for it. We have not shown through controlled study that classrooms operating under the zones produce different metacognitive outcomes than classrooms operating without them. That study is a reasonable next step. We would welcome collaboration on it.
Cultural variation in what counts as metacognitive work needs further study. The self-regulation literature is grounded in Western cognitive psychology (Flavell, 1979; Zimmerman, 2002). Work extending the concept across cultural settings exists (Hofer & Sinatra, 2010) but is thinner than the core literature. What counts as the student's own thinking is not culturally neutral. Designs that assume a single model of metacognition risk exporting the cultural assumptions of the training data into classrooms that do not share them. UNESCO (2024) has flagged the same concern at the policy level.
Assessment of displacement is methodologically hard. The exit test is clean conceptually and messy operationally. Classroom performance is confounded by many variables. Isolating the effect of a specific AI tool on unaided performance requires longitudinal design, careful counterfactual construction, and enough scale to tell signal from noise. We are not claiming the methodological problem is solved. We are claiming that the right outcome measure is clear even when the measurement is hard.
Vendor incentives run the other way. Commercial AI products are optimized for engagement, task completion, and customer satisfaction. None of those metrics reward refusal. A non-displacing design principle will not be adopted by a vendor whose contract is renewed on the basis of usage statistics. The work we describe is therefore partly a policy and procurement problem, not only a design problem. Districts that want non-displacing tools will have to write the requirement into their contracts. Accreditors who care about metacognitive development will have to ask about it in review. We are not naive about the institutional terrain.
A fifth limitation is definitional. The phrase metacognitive work carries analytical weight that it does not always deliver cleanly in practice. Cognitive psychologists have spent decades distinguishing knowledge about cognition from regulation of cognition, and within each category there are further subdivisions that matter for measurement (Flavell, 1979; Schraw & Moshman, 1995). Our typology uses the phrase at a higher level of abstraction than a measurement study would accept. That abstraction buys us the ability to talk with teachers and designers in language they can use. It costs us precision a replicable study will need to restore. We accept the trade and flag it.
Finally, the zones as drawn depend on a pedagogical judgment about where the learner is in the developmental arc of a skill. That judgment requires teachers who know their students. In a district where class sizes are large, teacher turnover is high, and the relational knowledge of individual students is thin, the zones will not hold. This is not a flaw in the zones. It is a reminder that no design framework can substitute for the conditions that make teaching possible. Non-displacing AI lives inside a school. It cannot rescue a school that does not have the capacity to know its learners.
Two open questions we are deliberately not closing in this paper. First, the relationship between non-displacing design and intellectual-property considerations in student work. If an AI system scaffolds but does not author, whose product is the resulting essay? Second, the longitudinal trajectory of students who grow up under non-displacing design versus those who grow up under default-helpful design. Both questions deserve their own papers.
9. Conclusion
Return to the tenth grader at her laptop. The prompt she typed was not her fault. The school gave her a task. The tool gave her an answer. The two did not coordinate about what she needed to do in between. That coordination is a design responsibility, and right now it is not being met.
The choice in front of us is not between AI salvation and AI threat. The choice is between AI that displaces and AI that scaffolds. Design is not neutral. Every default is a pedagogical claim. A chat window that answers any question is claiming that answers are what school is for. A chat window that pauses, asks the student what she thinks, and refuses to form her thesis for her is claiming something different. It is claiming that her thinking is the point.
Cortés's (2000, 2002) societal-curriculum frame has a final contribution to make here. The frame reminds us that someone is always teaching alongside the formal school. The question has never been whether to have co-teachers. The question has always been whether we choose them. We now have the design authority to choose the behavior of the most pervasive new co-teacher in the history of schooling. We should use it. We should choose a co-teacher that protects the interior work the learner needs to do. We should refuse to adopt co-teachers that do not.
We have offered three contributions toward that end. A design principle, non-displacing AI, stated plainly. A test battery, refusal, prompt, exit, that makes the principle operational. A typology, metacognitive scaffolding zones, that sorts the work of the classroom into regions where the principle applies differently. None of these is the whole answer. Each is a tool for people who are already trying to do the right thing by their students and who need a vocabulary and a checklist to go with their intuition.
We close with a note about hope and about discipline. Hope, because the tools are new enough that their defaults are still being written. The default behaviors of a 2026 chat interface are not the default behaviors a 2030 chat interface must have. Educators, researchers, and designers have a window, short but real, to shape what the standard educational AI experience looks like for the next generation of learners. Discipline, because hope without a principle, tests, and a typology is not a plan. We have tried to offer the principle, the tests, and the typology plainly enough that other scholars can criticize them, other designers can implement them, and other teachers can use them as heuristics tomorrow morning.
The tenth grader will come back tomorrow. The tool will still be on her laptop. The question is whether the classroom and the tool have agreed, in advance, to protect what she came to school to build.
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